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    Tank

[image: CI]
A declarative container orchestrator for Linux, built on Linx.
You describe the pods that should run — their image, network, resources, and
restart policy — as plain Elixir data. Tank persists that desired state in an
embedded Khepri store, and a reconcile loop
converges the machine toward it, keeping it there across drift, crashes, and
reboots. It is the Kubernetes shape collapsed to a single node: you never
imperatively start a container — you state intent with Tank.apply/1, and the
loop makes reality match.
Tank is a consumer of Linx, not part of it. The cross-subsystem "container"
object — spawn into namespaces, reconcile the network from the host, supervise
the whole thing — is composed entirely from Linx's public primitives
(Linx.Process, Linx.Netlink.Rtnl) plus OTP supervision and a Khepri store.
By design that composite can't live in a primitives library, so it lives here.
⚠️ Early-stage (0.x). Tank is a working proof of concept maturing into a
real orchestrator; the API may change between minor releases until 1.0.

Installation
def deps do
  [
    {:tank, "~> 0.1"}
  ]
end
Requirements
	Linux. Tank drives kernel namespaces, mounts, and network interfaces, so
it runs only on Linux and needs privileges to configure them (root, or the
appropriate capabilities).
	Erlang/OTP 28 or earlier. Tank's store uses Khepri, whose Horus dependency
cannot yet extract stored functions under OTP 29. Run on OTP 28 until that
support lands upstream.

A taste
# State intent — the reconciler brings the pod up and keeps it up.
Tank.apply(%{
  name: "web",
  restart: :always,
  network: %{
    nics: [%{name: "eth0", parent: "eth0", ip: {"10.0.0.5", 24}, gateway: "10.0.0.1"}],
    dns: ["10.0.0.1"]
  },
  containers: [%{name: "app", image: "nginx:1.27"}]
})

Tank.list()        #=> [%Tank.Pod{name: "web", ...}]
Tank.exec("web", ["/bin/sh"])   # a shell beside the running container
Tank.delete("web") #=> :ok   (the reconciler tears it down)
A pod is one network namespace holding one or more containers; apply/1 is
create-or-replace and validates the map into a %Tank.Pod{} up front. The full
surface — images and the OCI command/env merge, volumes and mounts, cgroup
limits, macvlan networking, the reconcile loop, boot seeding, and interactive
exec/attach — is in Tank by example.
What it composes
For each pod, on every (re)start:
	Linx.Process spawns the workload into fresh namespaces and parks it at
the :ready checkpoint.
	Linx.Netlink.Rtnl + Rtnl.Reconcile configure that namespace from the
host while the workload waits — raise interfaces, converge the desired
addresses and routes — then the workload proceeds.
	OTP supervision + the reconciler restart the composite on an abnormal
exit, with a brand-new namespace reconfigured from scratch (lifetime =
ownership: the network dies and is reborn with the container).

Running the tests
The reconcile path needs real namespaces, so the integration tests need root:
mix deps.get
sudo ./sudotest.sh

The non-privileged suite runs under a plain mix test.
License
MIT — see LICENSE.


  

    Changelog

All notable changes to Tank are documented here. The format is based on
Keep a Changelog, and this project adheres to
Semantic Versioning.
0.2.0 - 2026-06-06
Changed
	All OCI fetching now goes through Stevedore. Tank's
bespoke registry client is replaced by a thin shim over Stevedore.Registry (bearer-token
handshake, manifest fetch, digest-verified blobs). Image pulls are digest-for-digest equivalent
— the runtime side (rootfs assembly, caching, offline mode) is unchanged. Depends on
stevedore ~> 0.2.
	Raised the minimum toolchain to Elixir 1.18 / OTP 28 (was ~> 1.15): Tank already used the
built-in JSON module (1.18+) and depends on linx/stevedore, both ~> 1.18.

Added
	The registry bearer token is now reused across a pull via Stevedore's token cache
(Stevedore.Auth.Cache): the manifest and every blob share one token instead of re-running the
401 → token handshake per fetch.

0.1.0 - 2026-06-04
First public release — pull OCI/Docker images and run them as containers:
	Image — pull an image and assemble a runnable root filesystem, with an on-disk
content-addressed cache (blobs/, rootfs/, refs/) and a no-network offline: mode.
	Runtime — materialize and run the workload (rootfs pivot, /proc·/dev·/sys, cgroup v2,
namespaces) via linx.
	Store — a tree-structured, Raft-replicated desired-state store.



  

    Tank by example

Tank is a declarative container orchestrator for the BEAM, built entirely on
Linx. You describe the pods that should run — their image,
network, resources, and restart policy — as plain Elixir data; Tank persists
that desired state in a Khepri store, and a reconcile loop converges the machine
toward it, keeping it there across drift, crashes, and reboots.
It is the Kubernetes shape collapsed to a single node: you never imperatively
start a container. You state intent with Tank.apply/1, and the loop makes
reality match — start, restart-with-backoff, stop — until you change the intent.
Tank is deliberately opinionated: macvlan networking, one consistent state tree.
This guide walks the whole surface, from a one-line pod to an interactive shell
inside a running container.
Contents
	Running the examples
	Declarative basics — apply/list/get/delete, images, the OCI command/env merge
	Resources — volumes, limits, restart policy
	Networking — :none, :host, macvlan
	The loop — how desired state becomes reality
	Operational config — data dir, the store, boot seeding
	Interactive containers — Tank.exec and Tank.attach
	Putting it all together — a flagship pod, end to end

Running the examples
Tank creates namespaces, mounts, and network interfaces, so it needs root. From
a checkout, the repo's script starts a privileged iex:
./sudorun.sh
Everything below is typed at that iex prompt. The first time you reference an
image, Tank pulls it from the registry and caches it under the data directory
(see Operational config).
Declarative basics
Apply, list, get, delete
A pod is declared as a map. The smallest one names a pod and the single
container it runs:
Tank.apply(%{
  name: "web",
  containers: [%{name: "app", image: "nginx:1.27"}]
})
apply/1 writes the desired state and returns :ok; the reconciler brings the
pod up. The other verbs read and remove desired state:
Tank.list()        #=> [%Tank.Pod{name: "web", ...}]
Tank.get("web")    #=> {:ok, %Tank.Pod{...}}
Tank.delete("web") #=> :ok  (the reconciler tears the pod down)
apply/1 is create-or-replace: applying the same name again with new fields
updates the pod in place.
Specs are validated structs
The map form is sugar. apply/1 validates it into a %Tank.Pod{} (with
%Tank.Container{} and friends), and you can pass the struct directly:
pod = Tank.Pod.new!(%{
  name: "web",
  containers: [%{name: "app", image: "nginx:1.27"}]
})

Tank.apply(pod)
Tank.Pod.new/1 returns {:ok, pod} / {:error, reason}; new!/1 raises on
invalid input. Validation is strict — an unknown field, a duplicate container
name, or a mount referencing an undefined volume is rejected up front rather
than failing at bring-up.
Image references
image: is an OCI/Docker reference, resolved against the registry with
multi-arch selection for the host:
%{name: "app", image: "debian:13"}
%{name: "app", image: "ghcr.io/acme/api:1.4.2"}
For a rootfs you have already assembled on disk, the {:rootfs, path} escape
hatch skips the registry entirely:
%{name: "app", image: {:rootfs, "/srv/images/custom"}}
Command, args, env, working directory
By default a container runs the image's own entrypoint. You can override any
part of it, following the OCI rules:
%{
  name: "app",
  image: "debian:13",
  command: ["/usr/bin/myserver"],   # overrides the image Entrypoint
  args: ["--port", "8080"],         # overrides the image Cmd
  env: %{"LOG_LEVEL" => "debug"},   # merged over the image Env
  working_dir: "/srv"               # overrides the image WorkingDir
}
The resolution mirrors the OCI spec: argv is command ++ args when command
is given (the image Cmd is dropped); otherwise it is the image Entrypoint
followed by args (or the image Cmd if you give no args). env is the
image's environment with your map merged over it. working_dir falls back to
the image's WorkingDir, then /.
Resources
Volumes and mounts
Volumes are declared at the pod level and mounted into containers by name. A
managed volume is allocated by Tank under its data directory; a {:host, path} volume bind-mounts an existing host directory (the escape hatch):
Tank.apply(%{
  name: "db",
  volumes: [
    %{name: "data"},                              # managed (default)
    %{name: "config", source: {:host, "/etc/db"}} # host path
  ],
  containers: [
    %{
      name: "postgres",
      image: "postgres:17",
      mounts: [
        %{volume: "data", path: "/var/lib/postgresql/data"},
        %{volume: "config", path: "/etc/postgresql", read_only: true}
      ]
    }
  ]
})
A mount's path is always absolute — it is the mountpoint inside the
container. Every mount must reference a volume the pod defines, or apply/1
rejects the spec.
Limits
Per-container cgroup v2 limits are a map:
%{
  name: "app",
  image: "nginx:1.27",
  limits: %{
    memory: 256 * 1024 * 1024,   # bytes
    pids: 100,                   # max processes
    cpu: {50_000, 100_000}       # {quota_us, period_us} -> ~0.5 CPU
  }
}
cpu: {quota, period} is the cgroup CPU bandwidth pair: the container may use
quota microseconds of CPU per period microseconds. {50_000, 100_000} is
half a core; {200_000, 100_000} is two cores.
Restart policy
The pod's restart: is owned by the reconciler:
%{name: "web", restart: :always, containers: [...]}      # default
%{name: "batch", restart: :on_failure, containers: [...]}
%{name: "oneshot", restart: :never, containers: [...]}
	:always — restart whenever the container stops, for any reason.
	:on_failure — restart only on a non-zero exit or a signal.
	:never — run once; never restart.

Restarts use exponential backoff: min(base · 2ⁿ, cap), reset after the
container has run stably for a while. See The loop.
Networking
A pod is one network namespace. network: describes it. The two whole-netns
shortcuts are atoms:
%{name: "web", network: :none, containers: [...]}   # isolated; loopback only
%{name: "web", network: :host, containers: [...]}   # share the host's network
:none is the default.
macvlan
The opinionated v1 model gives a container its own MAC and a real LAN IP via
macvlan on a host uplink — no bridge, no NAT. Describe one or more NICs:
Tank.apply(%{
  name: "web",
  network: %{
    nics: [
      %{name: "eth0", parent: "eth0", ip: {"10.0.0.5", 24}, gateway: "10.0.0.1"}
    ],
    dns: ["10.0.0.1"]
  },
  containers: [%{name: "app", image: "nginx:1.27"}]
})
	parent: is the host uplink the macvlan attaches to. It defaults to
:auto, which resolves to the configured host uplink (see
Operational config) — so you usually omit it.
	ip: is {address, prefix} — a static IPv4 address and CIDR prefix.
	gateway: adds a default route (optional).
	dns: is pod-level — it becomes the container's /etc/resolv.conf. Omit it
and the container inherits the host's DNS.

A pod's netns can hold several NICs, e.g. one per uplink:
network: %{
  nics: [
    %{name: "eth0", parent: "eth0", ip: {"10.0.0.5", 24}, gateway: "10.0.0.1"},
    %{name: "eth1", parent: "eth1", ip: {"192.168.5.5", 24}}
  ],
  dns: ["10.0.0.1"]
}
Loopback is always raised. (macvlan is commonly refused on Wi-Fi uplinks; on
Wi-Fi-only devices use :host.)
The loop
Tank is level-triggered: you change desired state, the reconciler converges
reality toward it. There is no imperative "start" — applying a pod is
starting it.
Tank.apply(%{
  name: "ticker",
  restart: :always,
  containers: [%{name: "c", image: "alpine:latest",
                 command: ["/bin/sh", "-c", "while true; do date; sleep 1; done"]}]
})
Within moments the container is running. If its process exits or crashes, the
reconciler restarts it per the pod's policy, backing off exponentially if it
keeps failing — min(base · 2ⁿ, cap) — and resetting the backoff once it has
run stably. Delete the desired state and the pod is gone:
Tank.delete("ticker")
Desired state is the source of truth; a control loop is the only thing that
touches reality.
Operational config
Distinct from what runs (desired state) is where Tank keeps its stuff
(operational config) — plain application config in config/runtime.exs.
Data directory
config :tank, data_dir: "/var/lib/tank"
Images, managed volumes, and per-pod scratch live here. Standalone Tank
defaults this to a per-user cache directory (override with the TANK_DATA_DIR
environment variable).
The store
Desired state lives in a Khepri (Raft-backed) store. Tank either boots a
default store or attaches to one a consumer already runs:
# Standalone: Tank boots and owns a store under data_dir.
config :tank, :store, data_dir: "/var/lib/tank/khepri"

# Bring-your-own: attach to a store the host already started, by name.
config :tank, :store, store_id: :my_store
With :data_dir set, Tank owns the store's lifecycle; with only :store_id,
Tank assumes the consumer manages it. This is the "bring-your-own-or-boot-a-
default" pattern.
Seeding pods at boot
Pods listed in config are written to the store create-if-absent on a fresh
machine, so the boot seed never clobbers state you changed at runtime:
config :tank, pods: [
  %{name: "web", containers: [%{name: "app", image: "nginx:1.27"}]}
]
Config is a starting point, not a live mirror: removing a pod is
Tank.delete/1, not deleting it from config. Runtime changes persist across
reboots.
Host network facts
Tank reads two facts about the host's network — the uplink a macvlan attaches
to (resolving parent: :auto) and the DNS servers a container inherits — through
a swappable adapter, so it shares them without owning host networking. The
default adapter reads them from config:
config :tank, Tank.Host.Static,
  uplink: "eth0",
  dns: ["10.0.0.1"]
With this set, a NIC can omit parent: (it defaults to :auto) and a pod can
omit dns: — both fall back to these host facts. A consumer that manages host
networking itself points config :tank, host: MyHostAdapter at its own
Tank.Host implementation; Tank core never depends on it.
Interactive containers
A running container is not a black box — you can run commands inside it.
Tank.exec — a shell in a running container
Tank.exec/3 is the docker exec -it model: the pod's main process keeps
doing its job while you run a second process — typically a shell — that
enters the container's namespaces with a PTY. Leaving the shell does not stop
the container.
Start a pod whose main process is a long-lived keepalive, then open a shell in
it:
Tank.apply(%{
  name: "shell",
  containers: [%{name: "app", image: "debian:13",
                 command: ["/bin/sleep", "infinity"]}]
})

Tank.exec("shell", ["/bin/bash"])
You get an interactive bash prompt inside the container — its own
filesystem, its own isolated process tree:
# cat /etc/os-release
PRETTY_NAME="Debian GNU/Linux 13 (trixie)"
...
# ps -e -o pid,comm
    PID COMMAND
      1 sleep
      7 bash
     13 ps
# exit
The container's PID namespace is its own: the pod's keepalive is pid 1, and the
bash you exec'd is a fresh process beside it. Typing exit ends only the bash —
sleep infinity keeps running. Exec again whenever you like, and you can run
several exec sessions into the same pod at once (each from its own iex).
Tank.exec/3 returns the session's terminal result:
Tank.exec("shell", ["/bin/sh", "-c", "echo hi; exit 3"])
#=> {:ok, {:exited, 3}}
You can also leave an interactive session without ending the command:
press the detach sequence — Ctrl-P Ctrl-Q (docker's default) — and the call
returns {:ok, :detached}, restoring your terminal while the command keeps
running inside the container:
Tank.exec("shell", ["/bin/bash"])
# ... look around, then press Ctrl-P Ctrl-Q ...
#=> {:ok, :detached}
The exec session inherits the container's environment — the image's Env
(so PATH resolves against the rootfs) plus a default TERM for a usable
shell — and starts in the container's working directory. Override per call:
Tank.exec("shell", ["/bin/bash"], cwd: "/tmp", env: ["DEBUG=1"])
:env entries are merged over the container's own environment (last writer per
key wins); :cwd overrides the starting directory.
Because the PTY is wired through your terminal, call Tank.exec/3 straight
from iex (or anywhere the caller owns a terminal) — it blocks for the life of
the session and restores your terminal cleanly when the command exits, even on
a crash.
Tank.attach — taking over the main process
Tank.attach/1 is the docker attach model: instead of running a second
process, the container's main process is the interactive program, and you
take over its terminal. Declare the container with tty: true so its main
process runs on a PTY:
Tank.apply(%{
  name: "console",
  restart: :always,
  containers: [%{name: "sh", image: "debian:13",
                 command: ["/bin/bash"], tty: true}]
})

Tank.attach("console")
Your terminal becomes the container's bash. Since ending that bash would stop
the whole pod, leave without killing it by pressing the detach sequence —
Ctrl-P Ctrl-Q — and re-attach whenever you like:
Tank.attach("console")
# ... work in the shell, then press Ctrl-P Ctrl-Q ...
#=> {:ok, :detached}

Tank.attach("console")   # back in the same bash, still running
If you do end the main process (type exit, or it crashes), attach/1
returns its terminal result and the pod stops — at which point the reconciler
applies the pod's restart policy. With restart: :always, a fresh bash comes
right back up.
Tank.attach("console")
# ... type `exit` ...
#=> {:ok, {:exited, 0}}
attach/1 returns {:error, :not_a_tty} if the container wasn't declared
tty: true, and {:error, :not_running} if the pod has no live workload.
exec vs attach at a glance: use exec to get a shell beside a
running service (the common case — the service keeps serving); use attach
when the container is the interactive program and you want its own terminal.
Putting it all together
A realistic pod brings the pieces together — a real LAN IP via macvlan, a
managed volume, resource limits, and a restart policy — declared as one map:
Tank.apply(%{
  name: "api",
  restart: :always,
  network: %{
    nics: [%{name: "eth0", parent: "eth0", ip: {"10.0.0.20", 24}, gateway: "10.0.0.1"}],
    dns: ["10.0.0.1"]
  },
  volumes: [%{name: "state"}],
  containers: [
    %{
      name: "app",
      image: "ghcr.io/acme/api:1.4.2",
      env: %{"PORT" => "8080"},
      mounts: [%{volume: "state", path: "/var/lib/app"}],
      limits: %{memory: 512 * 1024 * 1024, pids: 200, cpu: {100_000, 100_000}}
    }
  ]
})
That single call pulls the image, builds the rootfs, raises a macvlan interface
holding 10.0.0.20 on the LAN, mounts the volume, applies the cgroup limits,
and starts the container — then keeps it running, restarting with backoff if it
crashes. To look inside while it serves, exec a shell beside it:
Tank.exec("api", ["/bin/sh"])
And the interactive flagship — a container that is a shell, which you can
leave and return to without stopping it:
Tank.apply(%{
  name: "console",
  restart: :always,
  containers: [%{name: "sh", image: "debian:13", command: ["/bin/bash"], tty: true}]
})

Tank.attach("console")     # your terminal becomes the container's bash
# ... press Ctrl-P Ctrl-Q to detach, leaving it running ...
Tank.attach("console")     # right back where you were

Tank.delete("console")     # and it's gone
Everything above is desired state in Khepri with a loop converging to it: no
imperative start, stop, or restart anywhere — just intent, and a loop that
makes it true.


  

    License


MIT License

Copyright (c) 2026 Tank contributors

Permission is hereby granted, free of charge, to any person obtaining a copy
of this software and associated documentation files (the "Software"), to deal
in the Software without restriction, including without limitation the rights
to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is
furnished to do so, subject to the following conditions:

The above copyright notice and this permission notice shall be included in all
copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY,
FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE
AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER
LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
SOFTWARE.
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Tank — an opinionated, declarative container orchestrator built on Linx.
You describe the pods that should run as Elixir data; Tank persists that
desired state in Khepri and a level-triggered loop converges the machine to
it. This module is the runtime write API over the desired state:
Tank.apply(%{
  name: "web",
  containers: [%{name: "app", image: "nginx:1.27"}]
})

Tank.list()        #=> [%Tank.Pod{name: "web", …}]
Tank.delete("web")
apply/1 accepts a %Tank.Pod{} or a plain spec map (validated via
Tank.Pod.new/1); it writes to [:tank, :pods, name] in the store. You never
imperatively start a container — you state intent and the reconciler converges.
Architecture
	Tank.Pod and friends — the typed desired-state model.
	Tank.Store — the Khepri seam (the source of truth) + an ETS projection.
	Tank.Runtime — the per-container actuator (Linx.Process + Rtnl),
the M2 proof of concept that M4 grows into the pod actuator.

Tank is a separate mix app with a path dependency on Linx, so it reaches
only Linx's public API; a gap in the primitives surfaces here, early.
Bootstrap vs. runtime
Khepri is the source of truth. config/runtime.exs only seeds pods
create-if-absent on a fresh store, so the boot seed never clobbers state
changed at runtime via apply/1 / delete/1.
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        apply(spec)

      


        Declare a pod's desired state — create it or replace it. Accepts a
%Tank.Pod{} or a spec map/keyword list (validated via Tank.Pod.new/1).



    


    
      
        attach(pod_name)

      


        Attach to a tty: true pod's main process — docker attach.



    


    
      
        delete(name)

      


        Remove a pod's desired state, by name or by %Tank.Pod{}.



    


    
      
        exec(pod_name, argv, opts \\ [])

      


        Run an interactive command inside a running pod — docker exec -it.



    


    
      
        get(name)

      


        Fetch one declared pod by name.



    


    
      
        list()

      


        Every declared pod (a fast read through the store's projection).
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          @type spec() :: Tank.Pod.t() | map() | keyword()
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          @spec apply(spec()) :: :ok | {:error, term()}


      


Declare a pod's desired state — create it or replace it. Accepts a
%Tank.Pod{} or a spec map/keyword list (validated via Tank.Pod.new/1).
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          @spec attach(String.t()) ::
  {:ok, {:exited, non_neg_integer()} | {:signaled, pos_integer()} | :detached}
  | {:error, term()}


      


Attach to a tty: true pod's main process — docker attach.
Where exec/3 runs a second process inside the pod, attach/1 takes over
the pod's main process's terminal: the container is the interactive
program (declare its container with tty: true). Because ending that program
stops the container, leave without killing it by pressing the detach sequence
— Ctrl-P Ctrl-Q — which returns {:ok, :detached} with the pod still
running, ready to re-attach.
Tank.apply(%{
  name: "console",
  containers: [%{name: "sh", image: "debian:13",
                 command: ["/bin/bash"], tty: true}]
})

Tank.attach("console")   #=> your terminal becomes the pod's bash
Returns the session's terminal result — {:ok, {:exited, code}} /
{:ok, {:signaled, signum}} (the program ended — the pod stops and the
reconciler applies its restart policy), {:ok, :detached} (you detached), or
{:error, reason} (:not_running if the pod has no live workload,
:not_a_tty if its container wasn't declared tty: true).
Like exec/3, this runs in and blocks the caller's process and routes the PTY
through it — call it straight from iex.
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          @spec delete(String.t() | Tank.Pod.t()) :: :ok | {:error, term()}


      


Remove a pod's desired state, by name or by %Tank.Pod{}.
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          @spec exec(String.t(), [String.t()], keyword()) ::
  {:ok, {:exited, non_neg_integer()} | {:signaled, pos_integer()} | :detached}
  | {:error, term()}


      


Run an interactive command inside a running pod — docker exec -it.
Resolves the pod's running workload, starts a second process that enters
the container's namespaces (mount → its rootfs, pid → its procs, net/uts/ipc)
with a PTY, and hands the caller's terminal to it. Typing exit ends only
this exec session; the pod's main process keeps running. Exec again, or run
several at once.
Tank.exec("web", ["/bin/bash"])
Tank.exec("web", ["/bin/sh", "-c", "ps aux"], cwd: "/tmp")
argv is the command to run (its first element is the program). opts:
	:cwd — working directory inside the container. Defaults to the
container's working_dir (the image WorkingDir).
	:env — extra environment as ["KEY=VAL", …], merged over the
container's own environment. By default the exec session inherits the
container's resolved env (image Env + the spec's), exactly like
docker exec — so PATH resolves inside the rootfs — plus a default
TERM=xterm when the container set none, for a usable shell.

Returns the exec's terminal result — {:ok, {:exited, code}} /
{:ok, {:signaled, signum}} — or {:error, reason} (:not_running when the
pod has no live workload, or a Linx.Process / Linx.Tty setup error).
Runs in the caller's process
exec/3 blocks the calling process for the life of the session and routes
the PTY through it, so call it straight from iex (or a process that owns a
terminal). It is deliberately not a cast into another process — the byte
pump must live where the terminal is.

  



  
    
      
    
    
      get(name)



        
          
        

    

  


  

      

          @spec get(String.t()) :: {:ok, Tank.Pod.t()} | {:error, :not_found}


      


Fetch one declared pod by name.

  



  
    
      
    
    
      list()



        
          
        

    

  


  

      

          @spec list() :: [Tank.Pod.t()]


      


Every declared pod (a fast read through the store's projection).

  


        

      


  

    
Tank.Container 
    



      
A container's desired state inside a pod.
The OCI image config supplies defaults; these fields override it (see
Tank.OCI): command overrides the image Entrypoint and args overrides
Cmd — and as in Docker, setting command resets Cmd. env is merged over
the image Env; working_dir and user override the image's, with user
resolved against the rootfs's /etc/passwd and /etc/group.
	image — an OCI reference ("nginx:1.27") or the {:rootfs, path} escape
hatch (an already-assembled rootfs directory).
	mounts — Tank.Mounts, each naming a pod-level Tank.Volume.
	limits — a map of cgroup limits: :memory (bytes), :pids, :cpu
({quota_us, period_us}).
	tty — when true, the container's main process runs on a PTY (rather
than /dev/null), so Tank.attach/1 can take over its terminal. Use it
for a container that is an interactive shell. Default false.

Not the runtime
This is the desired-state struct. The supervised GenServer that brings a
container to life is Tank.Runtime.

      


      
        Summary


  
    Types
  


    
      
        image()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        new(attrs)

      


        Build a validated container from a map or keyword list.



    


    
      
        new!(attrs)

      


        Like new/1 but raises ArgumentError on invalid input.



    





      


      
        Types


        


  
    
      
    
    
      image()



        
          
        

    

  


  

      

          @type image() :: String.t() | {:rootfs, Path.t()}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Tank.Container{
  args: [String.t()],
  command: [String.t()],
  env: %{optional(String.t()) => String.t()},
  image: image(),
  limits: map(),
  mounts: [Tank.Mount.t()],
  name: String.t(),
  tty: boolean(),
  user: String.t() | nil,
  working_dir: String.t() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(attrs)



        
          
        

    

  


  

      

          @spec new(map() | keyword()) :: {:ok, t()} | {:error, term()}


      


Build a validated container from a map or keyword list.

  



  
    
      
    
    
      new!(attrs)



        
          
        

    

  


  

      

          @spec new!(map() | keyword()) :: t()


      


Like new/1 but raises ArgumentError on invalid input.

  


        

      


  

    
Tank.Host behaviour
    



      
The host-config seam: how Tank reads the host's network facts without owning
them — the uplink a macvlan attaches to, and the DNS servers a container
inherits.
Tank must share these without dragging in any host-networking dependency, so
Tank.Host is a behaviour: an adapter
contract. The adapter is chosen by config and reached through this module's
facade — callers say Tank.Host.uplink() and never name the adapter:
config :tank, host: Tank.Host.Static   # the default
Adapters:
	Tank.Host.Static — shipped here, the v1 default: uplink + DNS straight
from config. Runs anywhere.
	A consumer-provided adapter — lives in the consumer, never in Tank's
deps: reads the host's own network manager. (later)
	Tank.Host.Linx — auto-detect uplink + DNS from rtnetlink and
/etc/resolv.conf; a zero-config default. (later)

The contract is intentionally just what Tank core consumes today: the uplink
(resolving a NIC's parent: :auto) and the DNS list (the pod's
/etc/resolv.conf when it declares no dns:). It will grow host IP facts and
change-notifications when an adapter that has them needs them.

      


      
        Summary


  
    Callbacks
  


    
      
        dns()

      


        The host's DNS servers, as address strings (may be empty).



    


    
      
        uplink()

      


        The uplink interface name a macvlan should attach to (parent: :auto).



    





  
    Functions
  


    
      
        adapter()

      


        The configured host adapter module (default Tank.Host.Static).



    


    
      
        dns()

      


        The host DNS servers via the configured adapter.



    


    
      
        uplink()

      


        Resolve the host uplink via the configured adapter.



    





      


      
        Callbacks


        


  
    
      
    
    
      dns()



        
          
        

    

  


  

      

          @callback dns() :: [String.t()]


      


The host's DNS servers, as address strings (may be empty).

  



  
    
      
    
    
      uplink()



        
          
        

    

  


  

      

          @callback uplink() :: {:ok, String.t()} | {:error, term()}


      


The uplink interface name a macvlan should attach to (parent: :auto).

  


        

      

      
        Functions


        


  
    
      
    
    
      adapter()



        
          
        

    

  


  

      

          @spec adapter() :: module()


      


The configured host adapter module (default Tank.Host.Static).

  



  
    
      
    
    
      dns()



        
          
        

    

  


  

      

          @spec dns() :: [String.t()]


      


The host DNS servers via the configured adapter.

  



  
    
      
    
    
      uplink()



        
          
        

    

  


  

      

          @spec uplink() :: {:ok, String.t()} | {:error, term()}


      


Resolve the host uplink via the configured adapter.

  


        

      


  

    
Tank.Host.Static 
    



      
The default Tank.Host: uplink + DNS read straight from application config.
Runs anywhere, with no host-network integration.
config :tank, Tank.Host.Static,
  uplink: "eth0",
  dns: ["10.0.0.1"]
uplink/0 returns {:error, :no_uplink_configured} until :uplink is set, so
a pod that uses parent: :auto fails clearly rather than silently. dns/0
defaults to an empty list.

      




  

    
Tank.Image 
    



      
Pulls an OCI / Docker image and assembles it into a root filesystem a
container can run from.
pull/2 resolves an image reference, downloads the manifest and blobs from
the registry (Tank.Image.Registry), verifies every blob against its
digest, and extracts the layers into a root filesystem directory:
{:ok, %{rootfs: rootfs, config: config}} = Tank.Image.pull("alpine:latest")
The returned rootfs is the directory the container runtime pivots into;
config is the parsed image config (entrypoint / env / user / ...), returned
for the runtime to apply — pull/2 itself does not apply it.
Caching
Everything is cached on disk and survives restarts. The directory is the
:cache option, else config :tank, image_cache: …, else ~/.cache/tank:
	blobs/<algo>/<hex> — layer and config blobs, content-addressed;
	rootfs/<digest> — the assembled rootfs, keyed by the image manifest
digest, so an already-assembled image is reused;
	refs/<ref>.json — a small sidecar mapping a reference to its resolved
manifest digest and parsed config, written on every successful online
pull. It is what lets a fully-cached image be served with no network
I/O at all via offline: true.

An online pull always resolves the manifest (to follow a moving tag), but the
heavy layer data downloads only on a cache miss — the log says pulling then,
and using cached <ref> (<digest>) on a hit. So re-pulling an unchanged image
fetches only the (small) manifest, never the layers or assembled rootfs;
offline: true skips even the manifest and serves entirely from cache.
Layers extract as the user running the BEAM, so a pulled image satisfies a
root-remapped (userns) rootfs-ownership rule with no chown.
Not yet handled: multi-layer whiteouts beyond a single directory's contents,
and /dev-style runtime mounts (those are the container runtime's job).

      


      
        Summary


  
    Types
  


    
      
        option()

      


        Options for pull/2



    


    
      
        pulled()

      


    





  
    Functions
  


    
      
        pull(ref, opts \\ [])

      


        Pulls ref and returns {:ok, %{rootfs: path, config: config}}.



    





      


      
        Types


        


  
    
      
    
    
      option()



        
          
        

    

  


  

      

          @type option() :: {:cache, Path.t()} | {:offline, boolean()} | {:refresh, boolean()}


      


Options for pull/2:
	:cache — cache directory (default: config :tank, image_cache: …, else
~/.cache/tank).
	:offline — when true, never touch the network: resolve the manifest,
config and rootfs entirely from cache, returning
{:error, {:not_cached, ref}} if the image isn't there. Default false.
	:refresh — when true, ignore cached blobs and the assembled rootfs and
re-fetch from the registry (a warm cache is otherwise reused). Default
false. Mutually exclusive with :offline.


  



  
    
      
    
    
      pulled()



        
          
        

    

  


  

      

          @type pulled() :: %{rootfs: Path.t(), config: map()}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      pull(ref, opts \\ [])



        
          
        

    

  


  

      

          @spec pull(String.t(), [option()]) :: {:ok, pulled()} | {:error, term()}


      


Pulls ref and returns {:ok, %{rootfs: path, config: config}}.
ref accepts name, name:tag, registry/name:tag and name@sha256:...;
a bare name defaults to Docker Hub's library/ namespace and the latest
tag. config is the parsed image config JSON (not yet applied to the
workload -- returned for a later high-level run API).
See option/0 for :cache, :offline and :refresh.

  


        

      


  

    
Tank.Image.Registry 
    



      
OCI registry access for image pulls — a thin shim over Stevedore.Registry.
Tank fetches all OCI data through Stevedore. This module preserves the
historical return contracts so the rest of Tank.Image is unchanged:
	manifest/4 → {:ok, info, token_cache} (an image index / manifest list,
or a single image manifest);
	blob/4 → {:ok, bytes} (a layer or the image config).

The bearer-token handshake, manifest fetch, and digest-verified blob download
all live in Stevedore now. The 4th argument is an optional
Stevedore.Auth.Cache (token_cache/0) that Tank.Image threads across a
pull so the bearer token is earned once rather than re-fetched per call.

      


      
        Summary


  
    Types
  


    
      
        info()

      


        A fetched manifest: its media type, content digest, raw bytes, and parsed
JSON. digest is always a "sha256:…" string now — Stevedore computes it
from raw when the registry omits the Docker-Content-Digest header.



    


    
      
        token_cache()

      


        An optional Stevedore.Auth.Cache threaded across a pull's fetches so the bearer token is
reused instead of re-earned on every call. nil disables caching. manifest/4 echoes it back
so the caller can thread it onward — it occupies the slot the old client used for the bearer
token.



    





  
    Functions
  


    
      
        blob(registry, repo, digest, token_cache \\ nil)

      


        Downloads the blob digest (a sha256: string) from repo on registry.



    


    
      
        manifest(registry, repo, reference, token_cache \\ nil)

      


        Fetches the manifest for repo:reference from registry.



    





      


      
        Types


        


  
    
      
    
    
      info()



        
          
        

    

  


  

      

          @type info() :: %{
  media_type: String.t() | nil,
  digest: String.t(),
  raw: binary(),
  json: map()
}


      


A fetched manifest: its media type, content digest, raw bytes, and parsed
JSON. digest is always a "sha256:…" string now — Stevedore computes it
from raw when the registry omits the Docker-Content-Digest header.

  



  
    
      
    
    
      token_cache()



        
          
        

    

  


  

      

          @type token_cache() :: Agent.agent() | nil


      


An optional Stevedore.Auth.Cache threaded across a pull's fetches so the bearer token is
reused instead of re-earned on every call. nil disables caching. manifest/4 echoes it back
so the caller can thread it onward — it occupies the slot the old client used for the bearer
token.

  


        

      

      
        Functions


        


    

  
    
      
    
    
      blob(registry, repo, digest, token_cache \\ nil)



        
          
        

    

  


  

      

          @spec blob(String.t(), String.t(), String.t(), token_cache()) ::
  {:ok, binary()} | {:error, term()}


      


Downloads the blob digest (a sha256: string) from repo on registry.
Returns {:ok, bytes}. Stevedore verifies the bytes against digest and
drops the Authorization header across CDN redirects, so the blob arrives
already-verified and the token is never handed to the CDN.

  



    

  
    
      
    
    
      manifest(registry, repo, reference, token_cache \\ nil)



        
          
        

    

  


  

      

          @spec manifest(String.t(), String.t(), String.t(), token_cache()) ::
  {:ok, info(), token_cache()} | {:error, term()}


      


Fetches the manifest for repo:reference from registry.
reference is a tag or a sha256: digest; token_cache is an optional
Stevedore.Auth.Cache. Returns {:ok, info, token_cache}, echoing the cache back so the
caller threads it into the pull's later fetches.

  


        

      


  

    
Tank.Image.Tar 
    



      
Extracts an OCI image layer -- a gzipped tar -- into a directory.
Why not :erl_tar: it refuses absolute and ..-escaping symlinks as an
anti-symlink-attack measure, with no opt-out. A container root filesystem
legitimately contains absolute symlinks (/bin/sh -> /bin/busybox and many
more), so :erl_tar.extract cannot assemble OCI layers. This module reads
the tar itself and creates every entry, symlinks included.
It understands the ustar format plus the GNU long-name (L/K) and PAX
extended-header (x/g) extensions. Character/block devices and FIFOs are
skipped -- creating them needs privilege and images rarely ship them in
layers.
OCI whiteout markers are honoured so layers stack correctly: .wh.<name>
deletes a lower-layer entry, and .wh..wh..opq empties a directory of its
lower-layer contents. The markers themselves are never written.

      


      
        Summary


  
    Functions
  


    
      
        extract(path, dest)

      


        Extracts the gzipped-tar layer at path into dest (created if absent).



    





      


      
        Functions


        


  
    
      
    
    
      extract(path, dest)



        
          
        

    

  


  

      

          @spec extract(Path.t(), Path.t()) :: :ok | {:error, term()}


      


Extracts the gzipped-tar layer at path into dest (created if absent).
Returns :ok or {:error, reason}.

  


        

      


  

    
Tank.Image.User 
    



      
Resolves an image's User spec to a numeric {uid, gid}.
A User spec -- the image config User field, or a container's :user
override -- is user[:group], where each part is a name or a number. Names
are looked up in the rootfs's own /etc/passwd and /etc/group, the same
files the container sees, so resolution matches what runs inside.

      


      
        Summary


  
    Functions
  


    
      
        resolve(rootfs, spec)

      


        Resolves spec against rootfs's /etc/passwd and /etc/group.



    





      


      
        Functions


        


  
    
      
    
    
      resolve(rootfs, spec)



        
          
        

    

  


  

      

          @spec resolve(Path.t(), String.t() | nil) ::
  {:ok, {non_neg_integer(), non_neg_integer()}}
  | {:error, {:unknown_user | :unknown_group, String.t()}}


      


Resolves spec against rootfs's /etc/passwd and /etc/group.
Returns {:ok, {uid, gid}}; an empty / nil / "root" spec is {0, 0}. A
numeric uid with no matching /etc/passwd entry takes gid 0, as Docker
does. Returns {:error, {:unknown_user | :unknown_group, name}} for a name
absent from the database.

  


        

      


  

    
Tank.Mount 
    



      
A Tank.Volume mounted into a container at an absolute in-rootfs path.
volume names a pod-level Tank.Volume; Tank.Pod.new/1 checks that the
reference resolves to a defined volume.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(attrs)

      


        Build a validated mount from a map or keyword list.



    


    
      
        new!(attrs)

      


        Like new/1 but raises ArgumentError on invalid input.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Tank.Mount{path: String.t(), read_only: boolean(), volume: String.t()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(attrs)



        
          
        

    

  


  

      

          @spec new(map() | keyword()) :: {:ok, t()} | {:error, term()}


      


Build a validated mount from a map or keyword list.

  



  
    
      
    
    
      new!(attrs)



        
          
        

    

  


  

      

          @spec new!(map() | keyword()) :: t()


      


Like new/1 but raises ArgumentError on invalid input.

  


        

      


  

    
Tank.Nic 
    



      
One network interface inside a pod's network namespace.
	mode — :macvlan (v1); :bridge / :ipvlan are modelled for later.
	parent — the host uplink to attach to, or :auto to resolve it via
Tank.Host.
	ip — {address, prefix} for a static address (v1), or :dhcp (later).
	gateway — optional default-route next hop for this NIC.

Loopback is always raised by the runtime and is not listed here.

      


      
        Summary


  
    Types
  


    
      
        ip()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        new(attrs)

      


        Build a validated NIC from a map or keyword list.



    


    
      
        new!(attrs)

      


        Like new/1 but raises ArgumentError on invalid input.



    





      


      
        Types


        


  
    
      
    
    
      ip()



        
          
        

    

  


  

      

          @type ip() :: {String.t(), 0..32} | :dhcp


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Tank.Nic{
  gateway: String.t() | nil,
  ip: ip(),
  mode: :macvlan | :bridge | :ipvlan,
  name: String.t(),
  parent: String.t() | :auto
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(attrs)



        
          
        

    

  


  

      

          @spec new(map() | keyword()) :: {:ok, t()} | {:error, term()}


      


Build a validated NIC from a map or keyword list.

  



  
    
      
    
    
      new!(attrs)



        
          
        

    

  


  

      

          @spec new!(map() | keyword()) :: t()


      


Like new/1 but raises ArgumentError on invalid input.

  


        

      


  

    
Tank.OCI 
    



      
Interprets a pulled OCI image config against a Tank.Container spec to derive
the workload's run parameters, per the OCI rules:
	argv — the spec's command overrides the image Entrypoint, and
args overrides Cmd. As in Docker, setting command resets Cmd:
with command given, argv is command ++ args (the image Cmd is
dropped); otherwise argv is Entrypoint ++ (args || Cmd).
	env = the image Env, with the spec's env merged over it.
	cwd = working_dir || image WorkingDir || "/".

The image config is the raw parsed OCI config map (config["config"] holds
the runtime fields), as returned by Tank.Image.pull/2.

      


      
        Summary


  
    Types
  


    
      
        run_params()

      


    





  
    Functions
  


    
      
        run_params(container, image_config)

      


        Derive %{argv:, env:, cwd:} for container from image_config. Returns
{:error, :no_command} if neither the spec nor the image provides a command.



    





      


      
        Types


        


  
    
      
    
    
      run_params()



        
          
        

    

  


  

      

          @type run_params() :: %{argv: [String.t()], env: [String.t()], cwd: String.t()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      run_params(container, image_config)



        
          
        

    

  


  

      

          @spec run_params(Tank.Container.t(), map()) ::
  {:ok, run_params()} | {:error, :no_command}


      


Derive %{argv:, env:, cwd:} for container from image_config. Returns
{:error, :no_command} if neither the spec nor the image provides a command.

  


        

      


  

    
Tank.Pod 
    



      
A pod's desired state: one or more containers sharing a single network
namespace, the pod-level network and volumes, and a restart policy. The pod
name is the unique key (the Khepri path leaf under [:tank, :pods, name]).
	containers — 1+ Tank.Containers, unique by name, sharing the netns.
	network — a Tank.Pod.Network (the netns is the pod), or the shortcuts
:host (share the host netns) / :none (isolated, loopback only).
	volumes — pod-level Tank.Volumes; every container Tank.Mount must
reference one by name.
	restart — :always | :on_failure | :never (the reconciler owns
backoff).


new/1 accepts plain maps/keywords for the nested structs and normalises the
whole tree, so a hand-authored runtime.exs pod spec validates in one call.

      


      
        Summary


  
    Types
  


    
      
        network()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        new(attrs)

      


        Build a validated pod (and its whole nested tree) from a map or keyword list.



    


    
      
        new!(attrs)

      


        Like new/1 but raises ArgumentError on invalid input.



    





      


      
        Types


        


  
    
      
    
    
      network()



        
          
        

    

  


  

      

          @type network() :: Tank.Pod.Network.t() | :host | :none


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Tank.Pod{
  containers: [Tank.Container.t()],
  name: String.t(),
  network: network(),
  restart: :always | :on_failure | :never,
  volumes: [Tank.Volume.t()]
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(attrs)



        
          
        

    

  


  

      

          @spec new(map() | keyword()) :: {:ok, t()} | {:error, term()}


      


Build a validated pod (and its whole nested tree) from a map or keyword list.

  



  
    
      
    
    
      new!(attrs)



        
          
        

    

  


  

      

          @spec new!(map() | keyword()) :: t()


      


Like new/1 but raises ArgumentError on invalid input.

  


        

      


  

    
Tank.Pod.Network 
    



      
A pod's network namespace: a set of interfaces plus pod-level DNS (one
/etc/resolv.conf per netns). Loopback is always raised by the runtime.
As a whole, a pod's :network may instead be the atom :host (share the
host's network namespace) or :none (an isolated netns, loopback only);
those shortcuts are handled by Tank.Pod, not here.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(attrs)

      


        Build a validated pod network from a map or keyword list.



    


    
      
        new!(attrs)

      


        Like new/1 but raises ArgumentError on invalid input.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Tank.Pod.Network{dns: [String.t()], nics: [Tank.Nic.t()]}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(attrs)



        
          
        

    

  


  

      

          @spec new(map() | keyword()) :: {:ok, t()} | {:error, term()}


      


Build a validated pod network from a map or keyword list.

  



  
    
      
    
    
      new!(attrs)



        
          
        

    

  


  

      

          @spec new!(map() | keyword()) :: t()


      


Like new/1 but raises ArgumentError on invalid input.

  


        

      


  

    
Tank.Reconciler 
    



      
The level-triggered control loop that converges running pods to the desired
state in Tank.Store. This is what closes the declarative loop: you
Tank.apply/1 a pod and the reconciler starts it — you never start a
container imperatively.
Each pass reads Tank.Store.list_pods/0, diffs it against what's tracked,
and actuates:
	desired ∧ ¬tracked            → start a Tank.Runtime under the loop's
DynamicSupervisor,
	tracked ∧ ¬desired            → stop it,
	tracked ∧ desired-but-changed → restart it with the new spec.

Resync runs on a timer (the truth — drift, crashes, reboots are corrected on
the next pass) and can be woken early by nudge/0 (the write path calls it,
debounced). Runtimes are started :temporary, so the reconciler — not the
supervisor — owns restart.
Crash handling
Each pod carries a status: :running, :backing_off, or :terminal. When a
runtime exits unexpectedly, the loop honours the pod's :restart policy
(:always; :on_failure only on an abnormal exit; :never):
	restartable → wait min(base · 2ⁿ, cap) then restart (status
:backing_off); n resets after a stable run, so a crash loop backs off
while an occasional crash recovers fast.
	not restartable → status :terminal; resync leaves it stopped (until its
spec changes or it is deleted).

Options
	:runtime — the runtime module (default Tank.Runtime); injectable for tests.
	:owner — forwarded to each runtime's :owner (default: none).
	:runtime_opts — extra opts merged into each runtime's start (e.g.
[image: [cache: …]]).
	:interval — resync period in ms (default 5000).
	:backoff_base / :backoff_cap — restart backoff bounds in ms
(defaults 10_000 / 300_000, per the PLAN).
	:stable_window — a run lasting at least this long (ms) resets the
backoff (default 600_000).
	:name — GenServer name (default Tank.Reconciler).


      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        nudge(server \\ __MODULE__)

      


        Wake the loop early (debounced). Best-effort: a no-op if not running.



    


    
      
        running(server \\ __MODULE__)

      


        The pods currently running, as name => runtime_pid.



    


    
      
        start_link(opts \\ [])

      


    


    
      
        status(server \\ __MODULE__)

      


        Each tracked pod's %{status:, retries:}. Mainly for introspection/tests.



    


    
      
        sync(server \\ __MODULE__, timeout \\ 5000)

      


        Force a synchronous resync pass and return. Mainly for tests.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



    

  
    
      
    
    
      nudge(server \\ __MODULE__)



        
          
        

    

  


  

      

          @spec nudge(GenServer.server()) :: :ok


      


Wake the loop early (debounced). Best-effort: a no-op if not running.

  



    

  
    
      
    
    
      running(server \\ __MODULE__)



        
          
        

    

  


  

      

          @spec running(GenServer.server()) :: %{optional(String.t()) => pid()}


      


The pods currently running, as name => runtime_pid.

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: GenServer.on_start()


      



  



    

  
    
      
    
    
      status(server \\ __MODULE__)



        
          
        

    

  


  

      

          @spec status(GenServer.server()) :: %{optional(String.t()) => map()}


      


Each tracked pod's %{status:, retries:}. Mainly for introspection/tests.

  



    

    

  
    
      
    
    
      sync(server \\ __MODULE__, timeout \\ 5000)



        
          
        

    

  


  

      

          @spec sync(GenServer.server(), timeout()) :: :ok


      


Force a synchronous resync pass and return. Mainly for tests.

  


        

      


  

    
Tank.Runtime 
    



      
Brings one pod to running reality and supervises it.
start_link/2 takes a %Tank.Pod{} and, at the Linx.Process :ready
checkpoint, runs the full host-side bring-up:
	pull the image and derive run params (Tank.OCI),
	spawn the workload into namespaces, parked at the checkpoint,
	build the rootfs (Tank.Runtime.Rootfs) with per-pod /etc files,
	configure the network (Tank.Runtime.Network),
	apply cgroup limits,
	proceed — the workload execves inside its container.

Scope (M4)
One container per pod (sidecars are M7); the workload runs as the image's
default user with no user namespace; container stdio goes to /dev/null
(log capture is a later concern). A pod's netns may still hold several NICs.
Owner events
The :owner option receives:
	{:tank, :running, host_pid} — configured and running.
	{:tank, :exited, code} / {:tank, :signaled, signum} /
{:tank, :error, reason} — terminal.

The GenServer stops when its workload terminates: a clean exit → :normal, a
non-zero exit or signal → {:shutdown, {:workload_exited | :workload_signaled, …}} (an expected outcome, so OTP logs no crash report), and a genuine setup
or session failure → an abnormal reason. The reconciler reads the reason and
rebuilds the whole composite — a fresh rootfs and namespace — per the pod's
:restart policy.
Options
	:owner — pid for {:tank, _} events (default: none).
	:data_dir — base dir for per-pod scratch (<data_dir>/run/<pod>);
defaults to :tank, :data_dir or a tmp dir.
	:image — keyword opts forwarded to Tank.Image.pull/2 (e.g. :cache).


      


      
        Summary


  
    Types
  


    
      
        exec_context()

      


        What Tank.exec/3 needs to enter the container: the workload's host pid plus
the container's resolved env (image Env merged with the spec's) and
working_dir — so an exec session inherits the container's environment, not
the host's.



    





  
    Functions
  


    
      
        begin_attach(runtime, attacher)

      


        Begin an attach to a tty: true container's main process: hand the session's
event stream to attacher and return the session pid for Linx.Tty.attach/3.



    


    
      
        child_spec(init_arg)

      


        Supervisor child spec. restart: :temporary — OTP never restarts a runtime;
Tank.Reconciler owns restart (it monitors the runtime and acts on the stop
reason per the pod's :restart policy). Pod policy lives in the reconciler,
not the child spec.



    


    
      
        end_attach(runtime)

      


        End an attach: take ownership of the session back and re-derive the workload's
state. If it terminated while detached, the runtime acts on it now (stopping
so the reconciler applies the restart policy). Best-effort — a no-op if the
runtime is already gone.



    


    
      
        exec_context(runtime)

      


        The container's exec context, once :running. {:error, :not_running} before then.



    


    
      
        host_pid(runtime)

      


        The workload's host pid, once :running. {:error, :not_running} before then.



    


    
      
        start_link(pod, opts \\ [])

      


        Start and bring up one pod. See the moduledoc for options.



    





      


      
        Types


        


  
    
      
    
    
      exec_context()



        
          
        

    

  


  

      

          @type exec_context() :: %{
  host_pid: pos_integer(),
  env: [String.t()],
  working_dir: String.t()
}


      


What Tank.exec/3 needs to enter the container: the workload's host pid plus
the container's resolved env (image Env merged with the spec's) and
working_dir — so an exec session inherits the container's environment, not
the host's.

  


        

      

      
        Functions


        


  
    
      
    
    
      begin_attach(runtime, attacher)



        
          
        

    

  


  

      

          @spec begin_attach(pid(), pid()) :: {:ok, pid()} | {:error, :not_running | :not_a_tty}


      


Begin an attach to a tty: true container's main process: hand the session's
event stream to attacher and return the session pid for Linx.Tty.attach/3.
{:error, :not_running} if the workload isn't up yet; {:error, :not_a_tty}
if the container wasn't started with tty: true (there is no PTY to attach
to). Pair every success with end_attach/1.

  



  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Supervisor child spec. restart: :temporary — OTP never restarts a runtime;
Tank.Reconciler owns restart (it monitors the runtime and acts on the stop
reason per the pod's :restart policy). Pod policy lives in the reconciler,
not the child spec.

  



  
    
      
    
    
      end_attach(runtime)



        
          
        

    

  


  

      

          @spec end_attach(pid()) :: :ok


      


End an attach: take ownership of the session back and re-derive the workload's
state. If it terminated while detached, the runtime acts on it now (stopping
so the reconciler applies the restart policy). Best-effort — a no-op if the
runtime is already gone.

  



  
    
      
    
    
      exec_context(runtime)



        
          
        

    

  


  

      

          @spec exec_context(pid()) :: {:ok, exec_context()} | {:error, :not_running}


      


The container's exec context, once :running. {:error, :not_running} before then.

  



  
    
      
    
    
      host_pid(runtime)



        
          
        

    

  


  

      

          @spec host_pid(pid()) :: {:ok, pos_integer()} | {:error, :not_running}


      


The workload's host pid, once :running. {:error, :not_running} before then.

  



    

  
    
      
    
    
      start_link(pod, opts \\ [])



        
          
        

    

  


  

      

          @spec start_link(
  Tank.Pod.t(),
  keyword()
) :: GenServer.on_start()


      


Start and bring up one pod. See the moduledoc for options.

  


        

      


  

    
Tank.Runtime.Network 
    



      
Configures a pod's network namespace at the Linx.Process :ready
checkpoint. A pod's :network is one of:
	:host — the workload shares the host's network namespace (the runtime
simply doesn't give it a fresh :net ns), so there is nothing to do here.
	:none — an isolated netns with loopback only.
	%Tank.Pod.Network{} — loopback plus one or more %Tank.Nic{}.

Each macvlan NIC is created in the host netns over its parent uplink, then
moved into the container's netns, and renamed / addressed / brought up
there — a macvlan can't be created directly in the container over a parent
that lives in the host netns. The host-side name is transient because the
final name (e.g. eth0) usually collides with a host interface.
DNS (/etc/resolv.conf) is materialised by the orchestrator (Tank.Runtime)
during rootfs setup, not here.

      


      
        Summary


  
    Functions
  


    
      
        setup(host_pid, arg2)

      


        Configure the netns of the container parked at host_pid.



    





      


      
        Functions


        


  
    
      
    
    
      setup(host_pid, arg2)



        
          
        

    

  


  

      

          @spec setup(pos_integer(), Tank.Pod.Network.t() | :host | :none) ::
  :ok | {:error, term()}


      


Configure the netns of the container parked at host_pid.

  


        

      


  

    
Tank.Runtime.Rootfs 
    



      
Host-side container rootfs bring-up, run during the Linx.Process :ready
checkpoint. Builds the container's filesystem inside its mount namespace and
pivots into it, leaving the workload ready to execve.
Every step runs in the child's mount namespace via in: {:pid, host_pid}.
The sequence mirrors the proven Linx M2 bring-up:
	make / rec-private — sever mount propagation so nothing leaks back
to the host (a child's mount ns is a shared peer of the host's).
	bind rootfs → rootfs, make it private — pivot_root requires the
new root to be a private mount point.
	/proc — mounted pidns-aware (Linx forks into the container's PID
namespace, so /proc shows the container's pids).
	/dev — a fresh tmpfs with the standard device nodes bind-mounted
from the host (mknod is barred in containers; binds are the way).
	/sys — recursive bind of the host's sysfs.
	pivot_root into rootfs, then detach the old root.

All mounts are set up under rootfs and come along with the pivot.

      


      
        Summary


  
    Functions
  


    
      
        setup(host_pid, rootfs, etc_files \\ [])

      


        Bring up rootfs for the container parked at host_pid. On success the
child's mount namespace has rootfs as /, with /proc, /dev, and /sys
populated. Returns the first error encountered.



    





      


      
        Functions


        


    

  
    
      
    
    
      setup(host_pid, rootfs, etc_files \\ [])



        
          
        

    

  


  

      

          @spec setup(pos_integer(), Path.t(), [{Path.t(), Path.t()}]) :: :ok | {:error, term()}


      


Bring up rootfs for the container parked at host_pid. On success the
child's mount namespace has rootfs as /, with /proc, /dev, and /sys
populated. Returns the first error encountered.
etc_files is a list of {host_path, in_rootfs_path} to bind into the rootfs
before the pivot — per-pod files (e.g. /etc/resolv.conf, /etc/hosts) that
must not mutate the shared, content-addressed image rootfs.

  


        

      


  

    
Tank.Store 
    



      
The desired-state store seam: Tank's view of the [:tank, :pods, …] subtree
of a Khepri store.
Bring-your-own-or-default
Tank is a library, so it never owns a store's cluster lifecycle. Which side
starts Khepri is chosen by the :data_dir option:
	:data_dir set — Tank boots a default store at that directory and owns
it (standalone, dev, tests).
	:data_dir nil — the store named by :store_id is assumed to be started
by the consumer; Tank only attaches its projection.

Either way Tank registers a khepri_projection mirroring [:tank, :pods, **]
into the ETS table :tank_pods, so list_pods/0 is a fast local
read (the substrate the reconciler will watch). Single-pod reads go straight
to Khepri so they are authoritative.
Pods are stored as %Tank.Pod{} structs at [:tank, :pods, name].

      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Supervisor child spec for the store seam.



    


    
      
        create_pod(pod)

      


        Write a pod only if it does not already exist (the create-if-absent seed
path). Returns {:error, :exists} if a pod with that name is already stored.



    


    
      
        delete_pod(name)

      


        Delete a pod by name. Deleting a missing pod is a no-op :ok.



    


    
      
        get_pod(name)

      


        Fetch a single pod by name (authoritative read straight from Khepri).



    


    
      
        list_pods()

      


        List all stored pods via the ETS projection — a fast local read. Eventually
consistent with writes (the reconciler is level-triggered, so that is fine).



    


    
      
        put_pod(pod)

      


        Write (create or overwrite) the desired state of a pod.



    


    
      
        start_link(opts \\ [])

      


        Start the store seam. See the moduledoc for :store_id / :data_dir.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Supervisor child spec for the store seam.

  



  
    
      
    
    
      create_pod(pod)



        
          
        

    

  


  

      

          @spec create_pod(Tank.Pod.t()) :: :ok | {:error, :exists | term()}


      


Write a pod only if it does not already exist (the create-if-absent seed
path). Returns {:error, :exists} if a pod with that name is already stored.

  



  
    
      
    
    
      delete_pod(name)



        
          
        

    

  


  

      

          @spec delete_pod(String.t()) :: :ok | {:error, term()}


      


Delete a pod by name. Deleting a missing pod is a no-op :ok.

  



  
    
      
    
    
      get_pod(name)



        
          
        

    

  


  

      

          @spec get_pod(String.t()) :: {:ok, Tank.Pod.t()} | {:error, :not_found}


      


Fetch a single pod by name (authoritative read straight from Khepri).

  



  
    
      
    
    
      list_pods()



        
          
        

    

  


  

      

          @spec list_pods() :: [Tank.Pod.t()]


      


List all stored pods via the ETS projection — a fast local read. Eventually
consistent with writes (the reconciler is level-triggered, so that is fine).

  



  
    
      
    
    
      put_pod(pod)



        
          
        

    

  


  

      

          @spec put_pod(Tank.Pod.t()) :: :ok | {:error, term()}


      


Write (create or overwrite) the desired state of a pod.

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: GenServer.on_start()


      


Start the store seam. See the moduledoc for :store_id / :data_dir.

  


        

      


  

    
Tank.Volume 
    



      
A pod-level storage volume, mounted into containers via Tank.Mount.
Two sources:
	:managed (default) — Tank allocates <data_dir>/volumes/<name>.
	{:host, path} — bind-mount an existing absolute host directory (the
escape hatch).


      


      
        Summary


  
    Types
  


    
      
        source()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        new(attrs)

      


        Build a validated volume from a map or keyword list.



    


    
      
        new!(attrs)

      


        Like new/1 but raises ArgumentError on invalid input.



    





      


      
        Types


        


  
    
      
    
    
      source()



        
          
        

    

  


  

      

          @type source() :: :managed | {:host, Path.t()}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Tank.Volume{name: String.t(), source: source()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(attrs)



        
          
        

    

  


  

      

          @spec new(map() | keyword()) :: {:ok, t()} | {:error, term()}


      


Build a validated volume from a map or keyword list.

  



  
    
      
    
    
      new!(attrs)



        
          
        

    

  


  

      

          @spec new!(map() | keyword()) :: t()


      


Like new/1 but raises ArgumentError on invalid input.
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